A system and a method are disclosed for recommending electronic messages in a message sharing system. Users can post messages to the message sharing system. These messages from posting users are received by the system and sent to receiving users that have subscribed to the posting users. The receiving users interact with the messages in various ways, such as by sharing the messages with other users. Interaction information is received for each of the electronic messages. The interaction information includes an indication of the number of interactions with the electronic message by receiving users. A score is determined for each electronic message based on the interaction information. Electronic messages are selected for being recommended to a user or a group of users based on the scores. The recommendations are then sent to the users, enabling users to better focus their attention on messages that are likely to be interesting.
FIG. 4

Message Server 202

Message Storage 402

Classifier Module 404

Interaction Module 408

User Data Storage 416

Scoring Module 410

Recommendation Module 412

Search Module 414
Receive Posted Messages 502

Send Posted Messages to User Devices 504

Receive Interaction Information 506

Determine Interaction Level 510

Classify Messages 512

Determine Message Scores 514

Determine Messages to Recommend 516

Send Recommendations to User Devices 518

FIG. 5
PRIORITYING MESSAGES WITHIN A MESSAGE NETWORK

BACKGROUND

[0001] 1. Field of Art
[0002] The disclosure generally relates to the field of electronic messages, and more particularly to prioritizing electronic messages, for example, for sharing and recommending electronic messages.

[0003] 2. Description of the Related Art
[0004] There exist many systems for sharing electronic messages among a community of users. Examples of message sharing systems include Internet forums, electronic mailing lists, blogs and microblogs, and social networks. In any of these systems, users may post messages that can be read by other users of the system. For example, in a social networking website, a user may post a message that can be read by other users that are socially networked to the posting user through the website. In some systems, a user can subscribe to the postings of another user (which can be an individual, a company, or some other entity) and subsequently receive some or all of the postings of that user. For example, a user subscribed to another user in a social network may receive all of the postings of that user. A user that subscribes to postings of another user is also referred to as a “subscriber” (or “follower”) of that user.

[0005] A user may be a subscriber of many other users and may receive many posted messages. These messages may be stored for later retrieval and viewing by the receiving user. For example, the receiving user may periodically login to a website and view messages that were recently posted by those users that the receiving user is subscribing to. In some cases, messages may be delivered to the user as they are posted, for example by sending a short message service (SMS) text message containing each posted message to the user. A user may receive more messages than the user desires to receive or has time to spend reading. Often, receiving users would prefer to see interesting messages rather than having to give equal focus to all messages.

[0006] Receiving users can take various actions to try and view interesting messages while limiting uninteresting messages. They can choose to receive messages posted by particular users or messages with particular keywords, for example. However, these actions often result in the user missing many interesting messages while still receiving uninteresting ones. Thus, there is lacking, inter alia, configurations that present messages to users that the users are likely to find interesting.

BRIEF DESCRIPTION OF DRAWINGS

[0007] The disclosed embodiments have other advantages and features which will be more readily apparent from the detailed description, the appended claims, and the accompanying figures (or drawings). A brief introduction of the figures is below.

[0008] Figure (FIG. 1) illustrates one embodiment of components of an example machine able to read instructions from a machine-readable medium and execute them in a processor (or controller).

[0009] FIG. 2 illustrates one embodiment of a system for recommending messages in a message sharing system.

[0010] FIG. 3 illustrates one embodiment of a network of users of the message sharing system.

[0011] FIG. 4 is a block diagram illustrating one embodiment of a message server.

[0012] FIG. 5 illustrates one embodiment of a process for recommending messages to users.

DETAILED DESCRIPTION

[0013] The figures and the following description relate to preferred embodiments by way of illustration only. It should be noted that from the following discussion, alternative embodiments of the structures and methods disclosed herein will be readily recognized as viable alternatives that may be employed without departing from the principles of what is claimed.

[0014] Reference will now be made in detail to several embodiments, examples of which are illustrated in the accompanying figures. It is noted that wherever practicable similar or like reference numbers may be used in the figures and may indicate similar or like functionality. The figures depict embodiments of the disclosed system (or method) for purposes of illustration only. One skilled in the art will readily recognize from the following description that alternative embodiments of the structures and methods illustrated herein may be employed without departing from the principles described herein.

Configuration Overview

[0015] One embodiment of a disclosed system, method and computer readable storage medium is configured to recommend electronic messages in a message sharing system. Users can post messages to the message sharing system. These messages from posting users are received by the system and sent to receiving users that have subscribed to the posting users. The receiving users interact with the messages in various ways, such as by sharing the messages with other users. Interaction information is received for each of the electronic messages. The interaction information includes an indication of the number of interactions with the electronic message by receiving users. A score is determined for each electronic message based on the interaction information. Electronic messages are selected for being recommended to a user or a group of users based on the scores. The recommendations are then sent to the users, enabling users to better focus their attention on messages that are likely to be interesting.

[0016] It is noted that although the discussion herein is in the context of recommendations, the configuration described includes prioritizing messages in a messaging system. This prioritization of messages includes determining what may be of interest for a message stream of a user. The messages in the message stream may include messages based on possible interests. The interests can be determined as described herein and can be represented through an asymmetric graph. An asymmetric graph corresponds to a representation of interest data that is derived from sources such as messages, sending or posting users (those sending messages), recipient or receiving users that subscribe to (or follow/followers) of posting users, click through of links, etc. With an asymmetric graph it does not matter who posts messages, but rather where interests may be found from information within messages without necessarily having to interact directly with sources of the messages.

[0017] FIG. 1 is a block diagram illustrating components of an example machine (or computer system) able to read instructions from a machine-readable medium and execute
them in a processor (or controller). Specifically, FIG. 1 shows a diagrammatic representation of a machine in the example form of a computer system 100 within which instructions 124 (e.g., software or program code) for causing the machine to perform any one or more of the methodologies discussed herein may be executed. In alternative embodiments, the machine operates as a standalone device or may be connected (e.g., networked) to other machines. In a networked deployment, the machine may operate in the capacity of a server machine or a client machine in a server-client network environment, or as a peer machine in a peer-to-peer (or distributed) network environment.

The machine may be a server computer, a client computer, a personal computer (PC), a tablet PC, a set-top box (STB), a personal digital assistant (PDA), a cellular telephone, a smartphone, a web appliance, a network router, switch or bridge, or any machine capable of executing instructions 124 (sequential or otherwise) that specify actions to be taken by that machine. Further, while only a single machine is illustrated, the term “machine” shall also be taken to include any collection of machines that individually or jointly execute instructions 124 to perform any one or more of the methodologies discussed herein.

The example computer system 100 includes a processor 102 (e.g., a central processing unit (CPU)), a graphics processing unit (GPU), a digital signal processor (DSP), one or more applications specific integrated circuits (ASICs), one or more radio-frequency integrated circuits (RFICs), or any combination of these, a main memory 104, and a static memory 106, which are configured to communicate with each other via a bus 108. The computer system 100 may include a graphics display unit 110 (e.g., a plasma display panel (PDP), a liquid crystal display (LCD), a projector, or a cathode ray tube (CRT)). The computer system 100 may also include an alphanumeric input device 112 (e.g., a keyboard), a control device 114 (e.g., a mouse, a trackball, a joystick, a motion sensor, or another pointing instrument), and a touchscreen configured with touch and/or gesture sensitive screen manipulation controls, a storage unit 116, a signal generation device 118 (e.g., a speaker), and a network interface device 120, which also are configured to communicate via the bus 108.

The storage unit 116 includes a machine-readable medium 122 on which is stored instructions 124 (e.g., software or program code or program product) embodying any one or more of the methodologies or functions described herein. The instructions 124 may also reside, completely or at least partially, within the main memory 104 or within the processor 102 (e.g., within a processor’s cache memory) during execution thereof by the computer system 100, the main memory 104 and the processor 102 also constituting machine-readable media. The instructions 124 may be transmitted or received over a network 126 via the network interface device 120.

While machine-readable medium 122 is shown in an example embodiment to be a single medium, the term “machine-readable medium” should be taken to include a single medium or multiple media (e.g., a centralized or distributed database, or associated caches and servers) able to store instructions (e.g., instructions 124). The term “machine-readable medium” shall also be taken to include any medium that is capable of storing instructions (e.g., instructions 124) for execution by the machine and that cause the machine to perform any one or more of the methodologies disclosed herein. The term “machine-readable medium” includes, but is not limited to, data repositories in the form of solid-state memories, optical media, and magnetic media.

Recommendation System

FIG. 2 illustrates a system 200 for recommending messages in a message sharing system, in one embodiment. Users operate user devices 204A-C (generally 204) that communicate with a message server 202 through network 206. User devices 204 and the message servers comprise a configuration similar to the machine described in FIG. 1. Users use their user devices 204 to post messages which are sent to the message server 202. The message server 202 includes a processor, e.g., 102, which processes instructions, e.g., 124 to function as described herein. The message server 202 processes and stores the received messages and sends the messages to user devices of other users. In this way, messages that are posted by one user (e.g., user of user device 204A) are distributed, or shared, to other users (e.g., a user of user device 2043-C). The message server 202 may be any type of computer system 100 that communicates with user devices 204 over the network 206. In one embodiment, the message server 202 receives messages posted from the user devices, stores the messages and also further processes the messages. The message server 202 then transmits (or sends) some or all of the messages to various user devices 204 for display on those devices.

The user devices 204 may be various types of computer systems 100 such as personal computers, mobile (or cellular) phones, or smart phones. In one embodiment, a user enters a message into the user device and then issues a command on the device to send the message to the message server 202 (i.e., to post the message) over the network 206. The message may contain text, images, video, audio, or various other data. In one embodiment, the message is a short message service (SMS) text message. Although only three user devices are shown in FIG. 2, there may be millions of these devices in the system 200. The network 206 may be any electronic communication network or combination of communication networks. Examples include intranets, the Internet, and/or mobile communication (or cellular) networks.

Messages received by the user devices 204 from the message server 202 can be displayed on the respective user device for the user to view. In one embodiment, the first few words of each message are displayed on the user device 204 for the user. The messages may be displayed in a sequence to the user based on the order that they were posted by other users or the order they were received. It is noted that the messages also can be sorted in other contexts such as subject or sender. The message display is referred to as a “stream”.

Each user of a user device 204 may have their own message stream. New messages may be periodically added to the end of the currently displayed messages. A receiving user can interact in various ways with messages received from other users. For example, a user may click on a portion of a message shown in the stream to display the full message. As another example, a user may issue a command to share the message with another user. In this case, the share command is sent to the message server which sends the message to the desired other user. Alternately, a user may manually forward a message (e.g., enter in a recipient communications address and forward). When a user interacts with a received message, information about the interaction is sent to the message server.
The message server 202 determines messages that are likely to be interesting for all users, a group of users, or a single user. A group of users may comprise, for example, all users who live in a particular country or who speak a particular language. The determination of interesting messages may be based on various factors such as properties of the message or the message sender, or may be based on the interconnections received from other users. The message server may then recommend these messages to the users who would likely find them interesting. This can be done by providing (or triggering) a notification of the interesting messages (e.g., highlighting interesting messages on a display, triggering an audible sound or tone, or triggering a haptic feedback mechanism) sent in the users’ streams or by creating new streams of interesting messages to provide users (e.g., a “recommended messages” or “prioritized messages” stream). In one embodiment, users can search for messages from their user devices. In such searches, interesting messages can be listed earlier in the search results than other messages.

FIG. 3 illustrates a network of users 302 of the message sharing system 200, in one embodiment. Each of the users 302 may have a user device 204 for posting messages and receiving messages. The users are logically connected via connections in the system. The connections may have been initiated by the users based on social connections or perceived interest/friendship. For example, two connected users may be personal friends. In another example, a user may be connected to another user because the first user thinks that the second user is interesting or famous.

One type of connection is a subscription 304 by one user to another user’s messages. Subscriptions 304 are indicated by arrows in FIG. 3. For example, user 302E subscribes to user 302A’s messages. This subscription indicates that 302E receives some or all of the messages posted by 302A. User 302E may be a friend of user 302A or otherwise find user 302A to be interesting and expect that messages from user 302A will be interesting. A user may subscribe to multiple other users (e.g., user 302E subscribes to four users). Similarly, a user may have multiple other users subscribing to that user (e.g., user 302C has two subscribers). Some users, such as celebrities, may have thousands or millions of subscribers to the user’s messages. This is because a very large number of users may find (or expect to find) the posted messages of celebrities to be interesting.

A user may subscribe to the messages of many (e.g., hundreds of) other users, resulting in the user potentially receiving a large number of messages in the user’s message stream. As described below, the message server may recommend messages to the user that most likely interest the user. This may include sending the user additional messages not in the user’s message stream. It is noted that alternately a user has a message stream that can be ordered and/or augmented, for example, through a search of messages that return results that are inserted into the message stream based on what are the user’s anticipated interests.

FIG. 4 is a block diagram illustrating the message server 202, in one embodiment. The message server includes a message store 402, a classifier module 404, an interaction module 408, a scoring module 410, a recommendation module 412, a search module 414, and user data storage 416. The message store 402 stores messages posted by users along with information about the messages, such as various features determined by the classifier module 404 or levels of interaction determined by the interaction module 408. The user data storage 416 stores information about users that post and receive messages, such as connections between users, demographic data about users, and the posting history of users. The classifier module 404 classifies posted messages. Classification may include determining or extracting various features of messages to enable easier further processing of messages. These features may be stored along with the messages in the message store 402.

The interaction module 408 determines the level of interaction and type of interaction by receiving messages that is associated with various posted messages. Interactions with messages by receiving users are further discussed below. Interaction information can be stored in the message store 402 with the associated message. The scoring module 410 determines scores associated with posted messages that determine whether the message should be recommended to users. Scores may be determined based on information received from the classifier module and interaction module. The recommendation module 412 determines messages to recommend to users or groups of users. This recommendation can be based on classification data, interaction data, scores, and other factors. The search module 414 handles search queries from users that are searching for messages. The search module may move recommended messages to the top of the search results when presenting them to users.

Recommendation Process

FIG. 5 illustrates a process for recommending messages to users, in one embodiment. Initially, users post messages from their user devices as mentioned above. The posted messages are received 502 at the message server 202. The messages are then sent 504 to other user devices 204 based on which users have subscriptions to other users that have posted messages. For example, if a posted message is received from user 302C, the message is then sent to users 302E and 302F. These messages may then be displayed in the users’ streams on their user devices 204 and the users may interact with the messages in various ways. Interactions with messages, further described below, indicate users’ interest in the messages. A message that many users interact with is likely to be more interesting than a message that very few users interact with.

One type of interaction, mentioned above, is a user selecting a displayed portion of a message in order to read the entire message. In one embodiment, this involves the user selecting (e.g., with a mouse) a portion of a message that is displayed in the user’s stream in order to display the entire message. Another type of interaction is a user selecting (e.g., clicking or tapping on) a link contained within a message. Another type of interaction is a user sharing the message with other users. Sharing a message, further described above, involves the user issuing a command to the message server 202 to send the message to other users even if the other users do not subscribe to the poster of the message. A user is likely to share a message with friends if the user finds the message interesting or entertaining. Another type of interaction is a user tagging a message as a “favorite” message. A user may tag a message as a favorite as a way of communicating to other users (or to themselves) that the user found the message interesting. Another type of interaction is a user subscribing to another user upon viewing a message from that user. When a user subscribes to another user based on a message posted by the other user, the message is likely to be interesting. Various other interactions with messages may indicate user interest and can also be tracked. Likewise, still other interac-
tions with messages may indicate a lack of user interest, and these too may be tracked. Examples of interactions corresponding to lack of interest include deletion of a message, blocking further messages from a sender, or unsubscribing from a user.

[0034] When a user interacts with a message, the user device 204 of the user may keep track of the interaction (e.g., by storing a record of the interaction locally). The message server 202 may also be aware of some types of interactions, since some interactions (e.g., sharing a message) may involve participation by the message server. The message server 202 may keep track of these interactions. Information regarding an interaction may include the identity of the user that posted the message, the identity of the user that interacted with the message, the type of interaction, and the time of interaction. Interaction information that is tracked by the user devices 204 (e.g., user selection of messages) may be periodically sent from the user devices 204 and received 506 by the message server 202. The interaction information may be sent shortly after each interaction occurs or may be sent less frequently to lower the required processing and network resources. The interaction information can be stored in the message store 402, where all interactions associated with a particular message can be stored along with that message. Information that is older than a specified time period (e.g., 24 hours) may be discarded.

[0035] The interaction levels of the messages are then determined 510 from the interaction information. The interaction level of a particular message is an indicator of how much users have interacted with the message. A higher interaction level generally indicates that the message has generated more interest from users and is therefore likely to be of interest to other users. An interaction level for a message can be computed by determining how much the observed interactions with the message deviate from the expected interactions with the message. The expected interactions with the message may be based on the number of subscribers to the messages of the posting user. For example, if a user has 10 subscribers and posts a message, the message is sent to those ten users who have the opportunity to interact with it. If the user had 1,000 subscribers, the posted message would be expected to have more interactions because the message is sent to more users. In cases where the observed number of interactions exceeds the expected number of interactions, a normalized interaction level can be computed as:

\[
\text{interaction\_level} = \frac{(\text{observed} - \text{expected})^2}{\text{expected}}
\]

where observed is the observed number of interactions with a message, expected is the expected number of interactions with the message (based on the number of subscribers of the posting user), and interaction\_level is the normalized interaction level. When the expected number of interactions exceeds the observed number of interactions, the interaction level can be set to zero (0). Alternately, equation (1) can be multiplied by \(-1\) to produce a negative number for the interaction level. The number of observed and expected interactions used to determine the normalized interaction level can be limited to a particular type or types of interaction (e.g., sharing and favoriting, but not clicking).

[0036] In one embodiment, the number of expected interactions with a message can be determined based on previous observations of users interacting with posted messages. The number of interactions for various messages posted by users with different numbers of subscribers can be observed and averages can be calculated. For example, posts by users with 100 subscribers may be shared by 3 users on average, while posts by users with 1000 subscribers may be shared by 7 users on average. Based on these observations, a function that estimates the number of interactions expected for postings having various numbers of subscribers can be determined (e.g., by fitting a curve to the observations). The expected number of interactions can vary depending on demographic information (e.g., the country of origin of the user posting the message), so different functions can be used for different groups of users. By way of example, one such function is:

\[
\text{expected} = 0.049(\text{subscribers})^{0.3677}
\]

where subscribers is the number of subscribers to the user who posted the message. This is also the number of users that receive the message and have a chance to interact with it. Equation (2) was determined based on experimentally observed interactions for messages from users having very few subscribers (e.g., 5) to users having many subscribers (e.g., a million). In an alternate embodiment, ranges of numbers of subscribers can be established, and an expected number of interactions can be assigned to each range. Substituting equation (2) into equation (1) yields:

\[
\text{interaction\_level} = \frac{(\text{observed} - 0.049(\text{subscribers})^{0.3677})^2}{0.049(\text{subscribers})^{0.3677}}
\]

This equation allows for the determination of a normalized interaction level based on an observed number of interactions for a particular message and the number of subscribers to the message (e.g., to the poster of the message). The normalized interaction level can be stored in the message store along with the relevant message and any other information about the message (e.g., number of interactions, number of subscribers, types of interactions, identities of users interacting).

[0037] Posted messages are then classified 512. Classification involves determining various properties or features of a message that may be useful indicators of the message's interestingness. Some properties may indicate that a message is interesting to a general group of users while others may indicate that the message is interesting to a specific (or small) group of users.

[0038] One type of classification is the length of the message (e.g., the length of text contained in the message). The length of the message can be classified as a number (e.g., 45 characters) or as one of several more general categories (e.g., short, medium, or long). When more general categories are used, each category may be within a particular range, for example, short is less than x characters, medium is between x+1 to y-1 characters, and long is y or more characters, where x and y are integer values. The length of a message may indicate how interesting it is likely to be. For example, a very short message (e.g., one word) or a very long message may be less likely to be interesting than a more medium length message. Messages can be classified based on whether they contain a link, such as a Uniform Resource Locator (URL). A message containing a link may be more interesting because it
provides an opportunity for a receiving user to learn more about the subject matter discussed in the message.

Messages can be classified based on whether they contain certain categories of terms, such as offensive terms or commercial terms. Offensive terms may make the message less interesting to some users and more interesting to other types of users. Messages that have commercial terms (e.g., “sale”) may indicate that a message is more likely to be spam and therefore less interesting to most users. Messages may be classified based on properties of the poster (i.e., author) of the message. This classification may include determining the location of the poster (e.g., the city or country) or the age or gender of the poster. Also various metrics describing the poster may be determined. These include the number of subscribers to the poster, the number of other users that the poster subscribes to, the number messages that the poster posts per time period (e.g., per day or per week), and the age of the account (e.g., months since the account was opened). These metrics may indicate the quality, activity level, and connectedness of the poster, which may influence the likely interestingness of the poster’s messages.

Messages can be classified by the language of the message (e.g., English, French, etc.). The language may be determined automatically using various automated language assessment tools. A message in a particular language would be of more interest to speakers of the language and of less interest to others. Messages can be classified based on whether or not they are replies to previous messages. A message that is a reply to a previous message may be deemed less interesting than a message concerning a new topic. In one embodiment, messages that are replies may start with a special identifier, such as “@username”. Messages can also be classified based on the length of time that has elapsed since the message was posted, where a shorter time may indicate a more interesting message.

Next, scores may be determined for the messages. These scores may be based on the interactions, the calculated normalized interaction level, the classifications, and other factors. Multiple scores may be calculated for a particular message. Different scores may correspond to the expected level of interest of the message for particular groups. For example, a message may have a score that generally applies to all speakers of the language that the message is written in. The message may also have specific scores that apply to users living in the same city as the message poster or scores that apply to users that are connected to the message poster.

A score can be created by assigning values to the various interactions and classification results and combining them using weights for each value. For example, a classification of a message as containing commercial language may result in a value of 0, while a classification of a message as containing no commercial language may result in a value of 1. These values may be weighted (e.g., multiplied) by a factor such as 0.05 and then added to the current score of the message. In this example, a message without commercial language would increase the score by 0.05, indicating that the message has a greater chance of being interesting, while a message with commercial language would not increase the score. Values and weights can be different for different score computations. For example, among a group of people that are looking for items to purchase, a message having commercial language may be given a higher value than other messages, and the assigned weight may be high compared to weights for other classified features.

In one embodiment, the quality of a poster and the poster’s connectedness with a particular user or group of users may be a component of the calculated score for that user or group of users. A user that has many subscribers may be deemed to be a higher quality user and may result in the message having a higher score. Similarly a user that has previously posted several messages that have been found to be interesting (either through observed user interaction or through a score as described here) may be considered a higher quality user.

It is noted that in a social networking context, one example of connectedness corresponds with how particular users are linked (or connected) together and may include a measure of connection, e.g., quantity or quality, between them. For example, a user directly connected with another user (e.g., user A directly connected with user B) has a higher degree of connectedness than when a user is indirectly connected with another user (e.g., through a chain of intermediate users that are connected together such as user A connected with user C, who is connected to user B, so that user A is connected to user B through user C). In another example of connectedness, users may be subscribed to a user subscriber list. Users from that subscribed list post messages, and accordingly, would have a higher degree of connectedness with other subscribers on that user subscriber list than subscribers that are not on the list. In yet another example of connectedness, an interaction graph can be referenced to determine how strongly a connection is between two users. For example, if one user that posts messages interacts with messages posted by another user (or vice versa), the connection between the two users may be higher than they otherwise would be between the two users.

Information about interactions and the interaction level may also be included in a score for a message. The normalized interaction level mentioned above may be given a weight and included in the message score. Also, information about individual interactions may be separately incorporated into the score. For example, the number of sharing interactions may be determined, and this number multiplied by a particular weight to determine a score component. Similarly, the number of favoriting interactions may be determined and incorporated into the score. Each interaction may be individually weighted based on the identity of the user interacting with the message. An interaction from a higher quality user, as described above, may be weighted more heavily in the score than an average user’s interaction with the message.

Any of the types of classification or interactions described above may be used to determine a score for a message. They may be combined in different ways to produce several different scores for the same message for different audiences (e.g., general users vs. users that subscribe to the message posters). Individual weighted values may be combined in various ways. A linear combination involves adding the weighted values and is mentioned above. Nonlinear combinations are also possible. For example, the presence of offensive words in the message may reduce the score to zero for certain populations of readers (e.g., children) regardless of the other components of the score.

In one embodiment, a receiving user can submit customization information to the message server to indicate how messages should be scored. A user may specify that the user is mostly interested in messages that contain links and that have been favored by the user’s connections, for example. This information may be stored in the user data storage and retrieved when determining message scores for that user. Various forms or options can be presented to users to allow users to specify what characteristics of messages or message interactions are important to them, allowing for more customized user recommendations.
[0048] In step 516, the message server determines messages to recommend. These determinations are made in part based on the scores discussed above. The determinations may also be based on specific classification or interaction data separate from the score. As mentioned above, when a user posts a message, the message is normally sent to the subscribers of the posting user. This default behavior may cause the receivers to receive many messages that they are not likely to be interested in. They receive the messages merely because they subscribe to the users posting the messages. Also, users may not receive messages that would likely interest them because they have not subscribed to the posting users. Recommendations can alleviate these problems. Various types of recommendations may be made, including highlighting, filtering, and sending additional messages.

[0049] In one embodiment, certain messages are highlighted as being likely to be particularly interesting for a user or group of users. Messages having interestingness scores above a threshold value may be flagged as messages to be highlighted for receiving users. Since a message may have multiple scores that apply to different groups of users, a message may be highlighted for certain users but not highlighted for other users. Different users or groups of users may also have different threshold values for highlighting or may set various customizable criteria for highlighting. For example, a user may be able to specify that messages containing certain words (e.g., offensive words) not be highlighted and that messages that have been favored by any of the user’s connections be highlighted. As a result, a rule-based determination may be made for whether to highlight a message based on classification factors, interaction factors, the calculated normalized interaction score, predetermined thresholds, and user-provided criteria for highlighting.

[0050] In one embodiment, certain messages can be filtered from a user’s message stream. Messages from users to which a user is subscribed normally appear in the user’s message stream, but some of these messages are likely to be uninteresting. These messages may be filtered out so that they do not display in the receiving user’s message stream. Filtering can be considered a type of negative recommendation. The process for determining messages to filter is similar to the method described above for determining messages to highlight, except that filtered messages are generally determined to be less interesting than a predefined threshold (e.g., a quantitative threshold such as a numerical value or a qualitative threshold such as high, medium or low). Interaction information, classification information, and interaction scores may be used to determine messages to filter. For example, a message score can be compared to a threshold value, and if the message score is lower than the threshold value then the message is filtered. As mentioned above, a user may specify customizable criteria for filtering, and a rule-based determination for filtering may be made based on classification factors, interaction factors, the calculated normalized interaction score, predetermined thresholds, and user-provided criteria.

[0051] In one embodiment, additional messages that are likely to be interesting may be sent to users beyond messages from posters that the user has subscribed to. These additional messages may be sent to a different message stream than the message stream in which a user receives messages from posting users to which the user has subscribed. For example, an additional stream may be provided that includes generally interesting recent posted messages. A user may receive multiple additional streams each having messages that are likely to be interesting to a particular audience. A user may subscribe to these streams in a manner similar to subscribing to posts from another user. Example names of these streams may be “Overall top posts” or “Interesting links”. Users may store messages arriving in these streams for later viewing. A message may be sent to users subscribing to one of these streams based on any of the factors discussed above, including classification factors, interaction factors, the calculated normalized interaction score, predetermined thresholds, and user-provided criteria. Each of the various streams may have different criteria for inclusion.

[0052] Further, messages that are to be recommended may also incorporate a diversity element. For example, a user’s main message stream or in an additional stream may have a diversity criteria applied to help ensure that messages from a single author (user that authors a message) or about a single concept do not dominate the one or more message streams. Accordingly, with an applied diversity criteria, messages that are otherwise rated higher quantitatively or qualitatively may not be recommended over other messages due to a lack of differences between those higher rated messages and other messages already within the message stream.

[0053] Recommendations may be applied before messages are sent to a user, e.g., in systems that use server-side rendering. Alternately, recommendations are directly sent to the user devices 204 for client-side rendering. The recommendations may be information indicating which messages to highlight or which messages to filter. Recommendations may also include additional messages to be provided to the users along with an indication of a message stream (e.g., “Overall top posts”) in which to display the messages. The user devices can implement the recommendations based on this recommendation information. Highlighting may involve, for example, displaying the message in bold, in a different color foreground or background, in a different font, or may involve displaying an indicator (e.g., a star or stylized text) near or in the message. Highlighting may also involve moving the message higher within the user’s message stream (e.g., displayed near the top or even first in the message stream). Filtering may cause the user device to prevent the message from being displayed, or, if the message is already displayed, to no longer display the message. A filtered message may continue to be displayed, but may be moved lower within the user’s message stream (e.g., displayed near the bottom or at the bottom in the message stream).

[0054] In one embodiment, recommendations are stored in the message store in addition to or instead of being sent to the user devices. This allows a user device to query the message server for recent recommendations, and then download the recommendations when they are needed for presentation to the user.

[0055] Various optimizations can be used to limit the number of messages that need to undergo classification, interaction analysis, or other processing. In one embodiment, only messages that have been shared by a user are considered for this processing. Messages that have been shared are likely to be messages that other users may want to see. Limiting candidate messages for recommendation to previously shared messages may be a computationally inexpensive way to limit the number of messages that undergo further analysis. Various other features of messages or interactions may be used for similar limiting purposes.

[0056] In one embodiment, messages may be ranked and a ranking may be stored in the message store and/or sent to user devices. A rank of a message may depend on a comparison of a message’s overall score, as discussed above, with the overall scores of other recent messages. Message rank may be useful for deciding how (or whether) to display a message. For example, messages with certain top rankings may be highlighted or displayed at the top of a message stream. These
messages may be displayed in rank order. A rank threshold may be established for highlighting messages, such as a threshold that limits highlighting to the top 2% of ranked messages.

In one embodiment, users can search for messages. A user may input a search query including criteria such as keywords or date range on a user device 204 to search for messages. In one embodiment, the search query may be sent to the message server and executed against messages in the message store. The interaction information, classification information, scores, and rankings discussed above may be used to generate search results that are likely to be of greater interest to the searching user. Messages that match a search query may be displayed according to their scores or rank order to the user. It is noted that in one example configuration two or three recommendations may be placed and displayed higher in the message queue (e.g., three recommendation categories of users to be provided with recommendations of messages), such as a message categorization or connectedness or quality of the posting user, the recommendations can be more accurately estimated. By considering properties of messages, such as a message categorization or connectedness or quality of the posting user, the recommendations can be further improved and customized for different users.

Additional Considerations

Throughout this specification, plural instances may implement components, operations, or structures described as a single instance. Although individual operations of one or more methods are illustrated and described as separate operations, one or more of the individual operations may be performed concurrently, and nothing requires that the operations be performed in the order illustrated. Structures and functionality presented as separate components in example configurations may be implemented as a combined structure or component. Similarly, structures and functionality presented as a single component may be implemented as separate components. These and other variations, modifications, additions, and improvements fall within the scope of the subject matter herein.

Certain embodiments are described herein as including logic or a number of components, modules, or mechanisms, e.g., as described in FIGS. 2 and 4. Modules may constitute either software modules (e.g., code embodied on a machine-readable medium or in a transmission signal) or hardware modules. A hardware module is tangible unit capable of performing certain operations and may be configured or arranged in a certain manner. In example embodiments, one or more computer systems (e.g., a standalone, client or server computer system) or one or more hardware modules of a computer system (e.g., a processor or a group of processors) may be configured by software (e.g., an application or application portion) as a hardware module that operates to perform certain operations as described herein.

The various operations of example methods described herein, e.g., with FIGS. 2, 3, 4, and 5, may be performed, at least partially, by one or more processors that are temporarily configured (e.g., by software) or permanently configured to perform the relevant operations. Whether temporarily or permanently configured, such processors may constitute processor-implemented modules that operate to perform one or more operations or functions. The modules referred to herein may, in some example embodiments, comprise processor-implemented modules.

Similarly, the methods described herein may be at least partially processor-implemented. For example, at least some of the operations of a method may be performed by one or more processors or processor-implemented hardware modules. The performance of certain of the operations may be distributed among the one or more processors, not only residing within a single machine, but deployed across a number of machines. In some example embodiments, the processor or processors may be located in a single location (e.g., within a control environment, an office environment or as a server farm), while in other embodiments the processors may be distributed across a number of locations.

The one or more processors may also operate to support performance of the relevant operations in a "cloud computing" environment or as a "software as a service" (SaaS). For example, at least some of the operations may be performed by a group of computers (as examples of machines including processors), these operations being accessible via a network (e.g., the Internet) and via one or more appropriate interfaces (e.g., application program interfaces (APIs)).

Some portions of this specification are presented in terms of algorithms or symbolic representations of operations on data stored as bits or binary digital signals within a machine memory (e.g., a computer memory). These algorithms or symbolic representations are examples of techniques used by those of ordinary skill in the data processing arts to convey the substance of their work to others skilled in the art. As used herein, an "algorithm" is a self-consistent sequence of operations or similar processing leading to a desired result. In this context, algorithms and operations involve physical manipulation of physical quantities. Typi-
cally, but not necessarily, such quantities may take the form of electrical, magnetic, or optical signals capable of being stored, accessed, transferred, combined, compared, or otherwise manipulated by a machine. It is convenient at times, principally for reasons of common usage, to refer to such signals using words such as "data," "content," "bits," "values," "elements," "symbols," "characters," "terms," "numbers," "numerals," or the like. These words, however, are merely convenient labels and are to be associated with appropriate physical quantities.

Unless specifically stated otherwise, discussions herein using words such as "processing," "computing," "calculating," "determining," "presenting," "displaying," or the like may refer to actions or processes of a machine (e.g., a computer) that manipulates or transforms data represented as physical (e.g., electronic, magnetic, or optical) quantities within one or more memories (e.g., volatile memory, non-volatile memory, or a combination thereof), registers, or other machine components that receive, store, transmit, or display information.

Some embodiments may be described using the expression "coupled" and "connected" along with their derivatives. For example, some embodiments may be described using the term "coupled" to indicate that two or more elements are in direct physical or electrical contact. The term "coupled," however, may also mean that two or more elements are not in direct contact with each other, but yet still co-operate or interact with each other. The embodiments are not limited in this context.

As used herein any reference to "one embodiment" or "an embodiment" means that a particular element, feature, structure, or characteristic described in connection with the embodiment is included in at least one embodiment. The appearances of the phrase "in one embodiment" in various places in the specification are not necessarily all referring to the same embodiment.

Some embodiments may be described using the expression "coupled" and "connected" along with their derivatives. For example, some embodiments may be described using the term "coupled" to indicate that two or more elements are in direct physical or electrical contact. The term "coupled," however, may also mean that two or more elements are not in direct contact with each other, but yet still co-operate or interact with each other. The embodiments are not limited in this context.

As used herein, the terms "comprises," "comprising," "includes," "including," "has," "having" or any other variation thereof, are intended to cover a non-exclusive inclusion. For example, a process, method, article, or apparatus that comprises a list of elements is not necessarily limited to only those elements but may include other elements not expressly listed or inherent to such process, method, article, or apparatus. Further, unless expressly stated to the contrary, "or" refers to an inclusive or and not to an exclusive or. For example, a condition A or B is satisfied by any one of the following: A is true (or present) and B is false (or not present), A is false (or not present) and B is true (or present), and both A and B are true (or present).

In addition, use of the "a" or "an" are employed to describe elements and components of the embodiments herein. This is done merely for convenience and to give a general sense of the invention. This description should be read to include one or at least one and the singular also includes the plural unless it is obvious that it is meant otherwise.

Upon reading this disclosure, those of skill in the art will appreciate still additional alternative structural and functional designs for a system and a process for recommending messages in a message sharing system through the disclosed principles herein. Thus, while particular embodiments and applications have been illustrated and described, it is to be understood that the disclosed embodiments are not limited to the precise construction and components disclosed herein. Various modifications, changes and variations, which will be apparent to those skilled in the art, may be made in the arrangement, operation and details of the method and apparatus disclosed herein without departing from the spirit and scope defined in the appended claims.

What is claimed is:
1. A computer-implemented method inserting messages in a message sharing system, comprising:
   receiving electronic messages posted by a plurality of posting users;
   receiving interaction information for each of the electronic messages, the interaction information comprising an indication of at least one of information within the electronic message, a posting user of the electronic message and a following user of the electronic message;
   determining a score for each electronic message based on the interaction information for the electronic message;
   selecting, based on the determined scores, one or more electronic messages for insertion into a message stream of a user; and
   transmitting the selected electronic messages to the user for insertion into the message stream of the user.
2. The computer-implemented method of claim 1, further comprising determining indications of connectedness in a social network between posting users and following users, wherein the score for each electronic message is further based on an indication of connectedness.
3. The method of claim 1, wherein transmitting the selected electronic messages to the user further comprises transmitting a notification message to a user device to trigger a notification corresponding to the selected electronic message received on the user device.
4. The computer-implemented method of claim 3, wherein the notification message comprises a visual highlight for the selected electronic message when received on the user device.
5. The method of claim 1, wherein an interaction corresponding to the interaction information comprises one or forwarding the electronic message and streaming the electronic message.
6. A computer readable medium configured to store instructions to insert messages in a message sharing system, the instructions when executed by at least one processor to:
   receive electronic messages posted by a plurality of posting users;
   receive interaction information for each of the electronic messages, the interaction information comprising an indication of at least one of information within the electronic message, a posting user of the electronic message and a following user of the electronic message;
   determine a score for each electronic message based on the interaction information for the electronic message;
   select, based on the determined scores, one or more electronic messages for insertion into a message stream of a user; and
   transmit the selected electronic messages to the user for insertion into the message stream of the user.
7. The computer readable medium of claim 6, wherein the instructions when executed cause the at least one processor to determine indications of connectedness in a social network between posting users and receiving users, wherein the score for each electronic message is further based on an indication of connectedness.
8. The computer readable medium of claim 6, wherein instructions that cause the at least one processor to transmit the selected electronic messages further comprises instructions that cause the at least one processor to transmit a noti-
A computer readable medium configured to store instructions for transmission of messages in a message sharing system, the instructions when executed causes at least one processor to:

- receive electronic messages posted by a plurality of posting users;
- receive interaction information for each of the electronic messages, the interaction information comprising an indication of the number of interactions with the electronic message by following users that follow at least one posting user of the plurality of posting users;
- determine a score for each electronic message based on the interaction information for the electronic message; and
- transmit the selected electronic messages to the user for insertion into the message stream of the user.

The computer readable medium of claim 8, wherein the instructions when executed further causes the at least one processor to:

- select at least one electronic messages for insertion into the message stream of the user.
- classify the selected electronic messages, the classifying comprising determining a quality level associated with the posting user of the electronic message, the score for each electronic message is further based on the determined quality level.
- prioritize the selected electronic messages to the user or the group of users; and
- transmit the selected electronic messages with the prioritization, including instructions for notification at the user device in response to the user device receiving the selected electronic messages.

The computer readable medium of claim 16, wherein the instructions when executed further causes the at least one processor to:

- receive a search query;
- select electronic messages based on the search query, the selection of messages further based on the scores for the electronic messages; and
- provide the selected electronic messages in response to the received search query.